Lecture 3: Value Functions
and Policy Evaluation

CS 639: Introduction to Reinforcement Learning
Tengyang Xie
Thursday, September 10, 2026



Housekeeping

* HWO is due tomorrow, Fri 09/11, on Gradescope. Everyone submits; itis not
graded.

* Quiz 1: Tue 09/15, first 15 minutes of class, closed book, Lectures 1-3.
* Best 5 of 6 quizzes count; no make-ups.

* Office hours
* Tengyang Xie: Wed 1-2pm, MH 5530
e Sarina Xi: Mon 9-11am, MH 5683
* Yurun Yuan: Fri 9-11am, MH 5683

* Questions: Piazza first; private posts are fine.



Lecture 2, continued: a small shop

* One product. The shelf holds at most 3 units. Each week:

1. Observe: on Monday morning, count the units on the shelf.

2. Order: choose how many more units to order; they arrive at once. Stock after
delivery < 3.

3. Sell: customers ask for D units, independent of the past and of your order; you sell
what you can:
1

Pr(D=0)=-, Pr(D=1)=-, Pr(D=2)=-
4. Carry over: unmet demand is lost; unsold units wait on the shelf for next Monday.

* You order before you see the week's demand. One time step = one week.

Example week: 1 on Monday — order 2 —> 3 onthe shelf - demand 1, sell 1 - 2 next Monday
The stock you see is the state, the order is the action, the demand is chance that happens after you act.



The shop as an MDP

s = Monday's stock before ordering;
The reward for a week is its profit:

e Salesrevenue: 8 per unit actually sold.
e Ordering cost: Oif a = 0; otherwise 4 + 2a.

a =the number of units ordered.

e Holding cost: 1 per unit on the shelf right after delivery, charged before the week's sales.

1. What are the states S? Which orders A(s) are allowed in state s?
2. Monday's stockis s = 1 andyouordera = 1. Complete the table:

Probability m Stock next Monday, s’ Profit this week, R
0 1/4 ? ? ?

1 1/2 ? ?

?
2 1/4 ? ? ?

3. Fromthe table: P(s’|1,1) foreach s’ € {0,1,2,3}, and the expected profit r(1,1).



The table, filled In

S ={0,1,2,3}. A(s) ={0,1,...,3 — s}: noordering past the shelf.
s = 1,a = 1: 2 units on the shelf after delivery. Ordering cost4 + 2 - 1 = 6, holding cost 2:
the week costs 8 whatever D is.

Probability m Stock next Monday, s’ Profit this week, R
0 1/4 0 2 -8

1 1/2
2 1/4 2 0

P(-11,1) = G%io) over s’ =01.23.

r(1,1) = (-8) +-(0) +(8) = 0.
The profit you see is =8, 0, or 8. r(1,1) = 0 is their average, weighted by probability:
r (s,a) = E| profit | s,a]



The whole model in two tables

Every (s, a) works like the row you filled in: list the three demands, average the profit.
Expected units sold: E[min(s + a,D)] = O,—, 1,1 for s+a=0,1,2,3.

r(s,a) a=1|a=2|a=3 Al s'"=0|s"=1|s"=2|s" =3
expected profit rows s + a
1 0 0 0

s=0 st+a=0

s=1 5 0 -3 - st+a=1 3/4 1/4 0 0
s=2 6 -1 — — st+a=2 1/4 1/2 1/4 0
s=3 5 - - — s+a=3 0 1/4 1/2 1/4

P depends on (s, a) only through s + a: ten state-action pairs, four distinct rows. P(-| 1,1) is the
rows + a = 2.

Each week's profit depends on the demand, hence on s’; r(s, a) averagesitout, asr(1,1) = 0 did.
Same tables whatever the objective.



From the table to the general rules

* St+1 = max(Sy + Ay — D¢41,0)

¢ Rt+1 — 8 * min(st + At' Dt+1) - C(At) - (St + At)
* S + A; is the stock after delivery; c(0) = 0and c(a) = 4 + 2a fora = 1isthe
ordering cost.

* D,., isthe demand between decision t and decision t 4+ 1: the index says when
it becomes known.

« Check:S;, =1,4,=1,D;,1 =1 givesS;;,; =1andR;;,; =8—-6—-2=0.

* r(s,a) =E[Ri11 | St =5,A, =a] =8-E[min(s + a,D)] — c(a) — (s + a): the
average over the demand, as in the table; r(1,1) = 0.



Before you leave, and next time

Next time, Tue 09/15: the best policy. V" and Q*, and a max in place of the
average.

Quiz 1: Tue 09/15, first 15 minutes of class, closed book, Lectures 1-3.

Reading: Sutton & Barto, Sections 3.5 and 4.1 (Example 4.1 by hand); 3.6 for
next time.

HWO is due tomorrow, Fri 09/11.
HW1 comes out Thu 09/17.
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